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hippocampus 



What is a GPS for? 
(Model-based) planning and goal-directed spatial decisions 



Beyond coding the rat’s current location:  
internally generated sequences 



Alyssa Carey Videos from Alyssa Carey, Matt van der Meer’s lab 



Theta sequences in hippocampus (CA1) 

Dragoi & Tonegawa 2011 
Lisman & Redish 2009  

Theta sequences represent time-compressed trajectories 
through space 

theta sequences 
Within theta oscillations 

(8-12Hz) 
~125ms 



Alyssa Carey Videos from Alyssa Carey, Matt van der Meer’s lab 



theta sequences 
Within theta oscillations 

(8-12Hz) 
~125ms 

(p)replays 
Sharp wave ripples 
(SWR), 150-220Hz 

~100-200ms 



Are theta sequences and ripples involved in 
planning or model-based computations? 

 



Theta sequences 



Vicarious trial and error (VTE) behavior 

Video courtesy D. Redish 



Forward sweeps at choice points  
(and VTE) 

Multiple T-mase, Redish lab Johnson & Redish, 2007 (note: this is CA3 not 
CA1) 



Forward sweeps occur in early trials 
(and “costly” choices) 

Gupta et al. 2010 



Forward sweeps are preferentially directed 
towards goal destinations 

Place cells near the goal destination were frequently active along with 
place cells near the rat's actual position. The black ‘x’ in spatial plots 
indicates the location of the rat. 

Wikenheiser  & Redish 2015, Nat Neurosci 



HC projections to ventral striatum (vStr) 

mPFC: medial prefrontal cortex; VS: ventral striatum; HC: Hippocampus; BLA: Basolateral 
amygdala; VP: ventral pallidum; MD: Mediodorsal thalamus (from Pezzulo et al., TiCS 2014) 

Hippocampus – ventral striatum: 
Combined place-reward (where-why) 
coding for goal-directed choices 



ventral striatum has 
reward-responsive 
cells… 
…many of which 
fire a few spikes in 
the absence of 
reward, notably at 
the choice point 

van der Meer/ Redish, Front Integr Neurosci 2009a 

vStr and the coding of value 
(behaviorally relevant locations) 



* 

van der Meer/ Redish, Front Integr Neurosci 2009a 



* 

van der Meer/ Redish, Front Integr Neurosci 2009a van der Meer/ Redish, Front Integr Neurosci 2009a 



Ventral 
striatum: 
evaluation 

Courtesy / modified from D. Redish 

OFC:  
expectation 
(but later) 

Prelimbic cortices 
(of mPFC): initiate 
deliberative event 

Hippocampus: 
construct 
episodic future 

A combined HC-vStr inference supporting deliberation and VTE? 





mPFC 

Deliberative spatial decisions 
VTE for evaluating candidate policies 

Pezzulo et al. 2013; 2014 
(see also Solway & Botvinick 2012) 

Francesco 
Rigoli 

Hippocampus 

Ventral Striatum 

Fabian 
Chersi 



Daw, Niv, Dayan 2005 
Penner and Mizumori 2011 
… 

How the HC-vStr loop contributes to choice?  
Widespread view in RL:  
- different controllers (model-based vs. model-free) 
- learn in parallel and compete for action selection 



-  A mixed instrumental controller: deliberates when uncertain 
-  “Mental” exploration-exploitation 

How the HC-vStr loop contributes to choice?  

Pezzulo et al. 2013; 2014 



HC 

vStr 

How the HC-vStr loop contributes to choice?  
-  A mixed instrumental controller: deliberates when uncertain 
-  “Mental” exploration-exploitation 



Interim conclusions 

�  Vicarious trial and error: a model-
based system evalutes and 
compares competing policies? 

�  Trade-off between deliberative and 
reactive behavior 
� Mental exploration-exploitation? 



(P)replays 



Video from Pfeiffer & Foster 2013 



(P)peplay trajectories preferentially 
target goal locations and are predictive 
of future behavior 

Pfeiffer & Foster 2013   



Colgin & Moser 2006 

Forward but also reverse replays Dyna-style computations?  

Sutton 1990 

Varieties of (p)replays 



Gupta et al 2010 



Conclusions 
�  Planning and model-based computations in the hippocampus 

�  Forward sweeps at decision points might support the 
prospective evaluation and comparison of candidate policies 

�  (P)replays might support planning – come in many varieties 
(also for Dyna-style training?) 

 
�  Open challenges:  

� We still know little about these phenomena 
�  Establish a clear causal role for theta sequences and (p)replays 
� What happens in complex and structured environments? 



Beyond simple choices: test the content 
of planning in complex environments 

Plus real-time detection of 
HC sequence content 
coupled with optogenetics  

Caleb Kemere 

Matt van der Meer 



Planning in structured domains 
(subgoaling) 

Francesco 
Donnarumma 

Domenico 
Maisto 

The tower-of-hanoi maze Maisto et al 2015 
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A network of brain structures including hippocampus
(HC), prefrontal cortex, and striatum controls goal-di-
rected behavior and decision making. However, the neu-
ral mechanisms underlying these functions are
unknown. Here, we review the role of ‘internally gener-
ated sequences’: structured, multi-neuron firing pat-
terns in the network that are not confined to signaling
the current state or location of an agent, but are gener-
ated on the basis of internal brain dynamics. Neurophys-
iological studies suggest that such sequences fulfill
functions in memory consolidation, augmentation of
representations, internal simulation, and recombination
of acquired information. Using computational modeling,
we propose that internally generated sequences may be
productively considered a component of goal-directed
decision systems, implementing a sampling-based infer-
ence engine that optimizes goal acquisition at multiple
timescales of on-line choice, action control, and learning.

Goal-directed and habitual behavior
Goal-directed behavior is distinct from habitual or reflex-
ive behavior due to its deliberate, informed nature. Hall-
marks of goal-directed behavior include sensitivity to the
current value of the outcome [1] and the ability to generate
action sequences that accomplish a desired outcome – even
if a novel sequence of actions is required [2]. These abilities
generally require knowledge of the causal structure of the
environment (a world model), such that the consequences
of actions can be predicted and used to guide behavior.

These features of goal-directed behavior stand in con-
trast to habitual or reflexive behaviors, which are con-
ducted automatically, without taking into account the
current value of behavioral goals. Over the past few

decades, evidence has accumulated to suggest that a net-
work of brain structures involving the HC, prefrontal
cortex, amygdala, and ventral–medial sectors of the stria-
tum controls goal-directed behavior (Box 1, Figure IA),
whereas habits have been argued to be mediated by the
dorsolateral striatum, its afferent sensorimotor cortices,
and possibly infralimbic prefrontal cortex [3–6]. Recent
computational models capture this distinction as follows.
Goal-directed behavior has been simulated in ‘model-
based’ learning schemes, in which the agent builds an
explicit internal model of its state-space, containing stim-
ulus-outcome and action-outcome relations that include
the specific identity of the outcome (Box 2). This scheme
contrasts with ‘model-free’ methods of reinforcement learn-
ing, where an entity such as a neural network comes to
control behavior by learning stimulus-response mappings
guided by a scalar reinforcement signal [7–9].

Here, we primarily focus on goal-directed behavior,
specifically addressing the question how brain mecha-
nisms support behavioral decisions and prospective plan-
ning in real time, based on acquired information that is not
represented by direct neuronal responses to acutely avail-
able sensory input. Often organisms have only a few
opportunities to learn from previous choices and are forced
to making decisions ‘on the fly’, that is, based on their
general understanding of the structure of their environ-
ment (e.g. [7]). Using examples from rodent navigation
studies, we review recent experimental and theoretical
work, the convergence of which suggests that internally
generated sequences (IGSs; see Glossary) of neural activi-
ty, manifested in multiple subtypes and occurring across
multiple brain structures, are instrumental for acquiring
and conducting goal-directed behaviors.

Neural coding of state parameters and internally
generated sequences
Traditionally, the problem of how the brain mediates goal-
directed behavior has been cast in rather static neural
coding schemes. The paradigmatic example is spatial
coding in the HC, whose ‘place cells’ [10] support the idea
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