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My AI system
• The objective is learning for the sake of learning. 

No specific end application in mind. 

• Build a learning system that can leverage vast 
amounts of experience 

• Continually building on previous learning 

• Start with a little and learn a lot 

• A Life Long Learning (LLL) system



A learning system that cares 
about learning tiny details



Our approach
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Hardware: 
The Critterbot

•  We built a robot for LLL, trial & error, RL 

•  It has great sensors & can produce a lot of data 

•  Can run for 8 hrs & autonomous charging 

•  It was down a lot: wheel problems, out of sync 
battery levels, repair was time consuming 

•  RIP



A years worth of data



A simple & robust robot
• Reliable control mechanism & autonomous docking & really tough  

• Short runtime and extremely limited sensor apparatus  

• Suited for learning tiny little sensorimotor facts 

• Nowadays we are using Creates with cameras and onboard computers

side IR wall sensor

IR beacon sensor

bump sensors

IR drop-off sensors

wheelchair drive

non-powered
slide wheel



A robot simulator
• We spent a lot of effort developing a simulator of 

the Critterbot’s 

• In the end it wasn’t really like the robot at all. 

• Learning from large data-file collected by fixed 
policies ended up leading to most significant 
progress
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Data collection

• On the Critterbot: 

• time scales matter (as fast as 10 ms), from 
twitching to basically autopilot 

• purposeful and regular movement produced data 
that was predictable  



Progress with careful data 
collection
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Experiences with control
• We learned control demons, off-policy (e.g., light seeking): 

• We taught the Critterbot to avoid people:



Towards curiosity and 
surprise

• Curiosity driven exploration is natural in Horde 

• We surprised the create: 

• We never made a lot of progress with curiosity on the Critterbot: 
time scale of interaction, stumbling into interesting things 

• should benefit from having more demons  
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Feature engineering
• ~50 dimensional observation vector? 

• tile code it!
5

Sensor type Num of tiling Num of Num of
sensors type intervals tilings

IRdistance 10 1D 8 8
1D 2 4
2D 4 4

2D+1 4 4
Light 4 1D 4 8

2D 4 1
IRlight 8 1D 8 6

1D 4 1
2D 8 1

2D+1 8 1
Thermal 4(8) 1D 8 4
RotationalVelocity 1 1D 8 8
Magnetic 3 1D 8 8
Acceleration 3 1D 8 8
MotorSpeed 3 1D 8 4

2D 8 8
MotorVoltage 3 1D 8 2
MotorCurrent 3 1D 8 2
MotorTemperature 3 1D 4 4
LastMotorRequest 3 1D 6 4
OverheatingFlag 1 1D 2 4

Table 1. Summary of the tile-coding strategy used to produce
feature vectors from sensory signals. For each sensor of a given
type, its tilings were either 1-dimensional or 2-dimensional, with
the given number of intervals (see text and Figure 3). Only the first
four of the robot’s eight thermal sensors were included in the tile
coding due to a coding error.

The robot’s interaction with its environment was struc-
tured in a tight loop with a 100 millisecond (ms) time step.
At each step, the sensory information was used to select one
of seven actions corresponding to basic movements of the
robot (forward, backward, slide right, slide left, turn right,
turn left, and stop). Each action caused a different set of
voltage commands to be sent to the three motors driving the
wheels.

The experiment was conducted in a square wooden pen,
approximately two meters on a side, with a lamp on one
edge (Figure 2, right). The robot selected actions according
to a fixed stochastic policy that caused it to generally fol-
low a wall on its right side. The policy selected the forward
action by default, the slide-left or slide-right action when
the right-side-facing IR distance sensor exceeded or fell
below given thresholds, and selected the backward action
when the front IR distance sensor exceeded another thresh-
old (indicating an obstacle ahead). We chose the thresholds
such that the robot rarely collided with the wall and rarely
strayed more than half a meter from the wall. By design,
the backward action also caused the robot to turn slightly

to the left, facilitating the many left turns needed for wall
following on the right. To inject some variability into the
behavior, on 5% of the time steps the policy instead chose
an action at random from the seven possibilities with equal
probability. Following this policy, the robot usually com-
pleted a circuit of the pen in about 40 seconds. A circuit
took significantly longer if the motors overheated and tem-
porarily shut themselves down. In this case the robot did not
move, irrespective of the action chosen by the policy. Shut
downs occurred approximately every 8 minutes and lasted
for about 7 minutes. This simple policy was sufficient for
the robot to reliably follow the wall for hours.

To produce the feature vectors needed for the TD(�)
algorithm, the sensor readings were coarsely coded as 6065
binary features according to a tile-coding strategy as sum-
marized in Table 1 and exemplified in Figure 3. Tile coding
is a standard technique for converting continuous variables
into a sparse feature representation that is well suited for
online learning algorithms. The sensor readings are taken in
small groups and partitioned, or tiled, into non-overlapping
regions called tiles. One such tiling over two sensor read-
ings from our robot is shown on the left side of Figure 3. In
this case the tiling is a simple regular grid of square tiles of
equal width (for some other possibilities see Sutton & Barto
1998, p. 206-7).

Tile coding becomes much more powerful than a simple
discretizing of the state space through the use of multiple
overlapping tilings that are offset from each other as shown
in the right side of Figure 3. For each tiling, a given state
(e.g., the state marked by a white dot in the figure) is in
exactly one tile. The set of tiles that are activated by a state
constitute a coarse coding of the state’s location in sensor
space. The resolution of this coding is finer than that of
the individual tilings, as suggested by the greater density
of lines in Figure 3 (right). With four tilings, the effec-
tive resolution is roughly four times that of the original
tiling. The advantage of the multiple tilings over a single
tiling with four times the resolution is that generalization
will be broader with multiple tilings, which typically leads
to much faster learning. With tile coding one can quickly
learn a coarse approximation to the desired mapping, and
then refine it with further data, simultaneously obtaining the
benefits of both coarse and fine discretizations.



Predictive representations

• Take the last time-step’s prediction and tile code it 

sensorimotor
stream predictions

Non-linear
sparse re-coder
(e.g., tile coding)

sparse, binary
feature 

representation

approximate
GVF

learners

#0 #1

#2

#4

#3

#5

bump

no
bump

predictionobservation



Model-free TD-based 
methods worked well
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LSTD methods did not fit our 
computational requirements

• 6000 features & 100 ms time step
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Parameter tuning in Horde

• Used well-known rules of thumb to set parameters 

• learning rate = 0.1/ norm of feature vector 

• when states are aliased, longer eligibility traces 
should be preferred => λ = 0.9 

• Variance due to off-policy sampling is a real issue



Unexpected sensitivity to λ
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(Baird, Maei)

• An even bigger role to play when we 
start learning the behavior policy 
(e.g., with Actor-critic)



A new algorithm for 
automatically adapting λ

• Picks λ based on an estimate of the variance due 
to the rewards and the current value estimates 

• Come chat with Martha or I tonight for more details
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Evaluating progress on a 
robot

• In on-policy prediction learning (nexting), we can 
compare predictions to returns 

• In off-policy learning there are several options:
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Many of our lessons involve the 
domain & the limitations imposed by it

• In my view the application domain for integrated AI 
systems is the important first choice  

• Atari? 

• Robot arms? 

• Custom robots, e.g., Critterbot V2 

• Computer simulators



Summary
• I have described our experiences over the past several 

years building large learning systems for robots 

• Some things worked surprisingly well: 

• tile coding, generating interesting data, linear TD-based 
algorithms (on- and off-policy).  

• Horde came out of this work and remains a promising 
architecture of AI 

• General value functions, specifically Nexting predictions 
are an important building building block for LLL



Lessons
• Parameters are annoying for large systems, much work do be 

done here 

• Our tile coding was not well suited for exploration and 
learning behaviors 

• Robots often break. Malfunctions can be interesting/
learnable. Downtime is not so interesting  

• Ideal: robustness of Create + sensory stream of Critterbot. 
Computer on the Create is too small 

• We need to be patient with our LLL systems, and provide a 
platform that really can have a life


